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In this paper we apply the Cascading Citation Indexing Framework (c2IF) algorithm and on real-world data and discuss the results obtained. Given a collection of articles and their bibliographic associations (references), the algorithm considers citations at the article level. A relational database management system (RDBMS) is utilized, both for the representation of the citation graph and for the storage of the results. For a given positive integer value k, the algorithm computes for each one article all the 1-gen, 2-gen, …, k-gen citations (Reference: ASIS&T article). In addition, the algorithm identifies the self-citations and the cycles present in the citations graph. Finally, it constructs a citation standings table per each one article considered. To test our approach, we utilize six years of citations data (1999-2005) from the ISI Science Citation Index Expanded (ISI SCIE) made available from Thomson Scientific along the lines of the Cascading Citations Analysis Project (C-CAP, http://www.ccapnet.org/ccap/).
1. Introduction

Today, developments like the evolving scholarly communication environment, the open access movement, and the globalization in research advance with a rapid pace. As a result, more intense becomes the need for an improved scheme that assesses the contribution research publications, authors, and scientific collections make in promoting science and technology. The impact factor metric is used to quantify the rate with which a journal receives citations on its articles over time (Garfield 1955, 1999 and 2005). Two more metrics of this type are the immediacy index (Tomer, 1986) and the cited half-life (Glänzel, and Moed, 2002). Although the impact factor comprises a useful indicator of scholarly status, concerns have been expressed over the usefulness and the fairness of its implementation (Coleman, 2006; Moed, 2005). When citations are considered at the published article level, the article’s scholarly value is measured by utilizing two major metrics: (a) the number of direct citations received, and (b) the impact factor of the hosting conference/journal. The first metric reflects the popularity of the particular article. The second metric quantifies the scholarly credibility of the article in question, since acceptance by a widely recognized conference or journal most probably signifies the presence of a pioneering character and expert recognition in what is being reported. Consequently, articles published in high impact factor journals reach a broader audience, and they are likely to receive a larger number of citations. 

In order to enrich/extend the citation indexing paradigm, indirect citations were introduced originally by (Dervos, and Kalkanis, 2005) and they are further elaborated on in (Dervos et al., 2006). The approach is analogous to the one of the weighted PageRank algorithm (Brin and Page, 1998) in that citation paths of length greater than one are being exploited. In this respect, the scholarly status is assessed not just in terms of popularity of the cited item, but also in terms of the prestige of the citing item(s) (expressed by the number of indirect citations received). Given a collection of articles and their citation graph, our algorithm considers citations at the article level. Each one article is uniquely identified by means of the Digital Object Identifier (DOI). In addition to the citations directly made to a given article, citation paths that target each one citing article are also considered. The c2IF algorithm utilizes a relational database management system (RDBMS) both for the representation of the citation graph and for the storage of the results (citation paths). For a given positive integer value k, the algorithm computes for each one DOI all the 1-gen, 2-gen, …, k-gen citations and identifies self-citations based on simple author name comparison (in the absence of a Universal Author Identifier System). On the way, cycles present in the citations graph are identified, and a citation standings tabular output is produced, registering one row per article.

To test the algorithm, six years of citations data were utilized. The dataset (IS Science Citation Index Epanded: 1999-2005) has been made available from Thomson Scientific  (http://scientific.thomson.com/) to be used along the lines of the C-CAP project. The dataset registers 7,364,211 research article records involving 165,822,522 citation instances. Following the data cleaning/preparation stage, 35,503,513 citation instances have been identified to satisfy the requirement that the cited articles are present in the dataset considered. Here we present the c2IF algorithm we developed to calculate all the direct and indirect citations for the above dataset, taking into consideration citation results up to level 3, i.e. up to 3-gen (self-) citations. 

The paper is organized as follows. Following this introduction, in Section 2 some necessary notations and definitions are provided. All the basic concepts involved in the proposed cascading citation indexing framework are explained. An analytic description of the proposed c2IF algorithm is presented in Section3. In Section 4 an extensive experimental study on real-world data is presented, obtained from ISI Thomson. Finally, in the last Section we conclude and discuss future work.
2. Cascading Citations
Let us consider a small hypothetical collection of five articles labeled, for simplicity, with the integers 1, 2, 3, 4, and 5. Furthermore, let {A, B} be the two authors who have co-authored article 1, A be the author of 2, {B,C} the authors of 3, D the author of 4, and {B,E,F} the authors of 5. A citation graph is a directed graph that represents relationships between articles in terms of citation references. In Figure 1 the citation graph for the hypothetical collection considered is presented. Each one node corresponds to one article. The letter(s) in the box(es) around each node represent the author(s) of the article. References from one article to another are represented by directed arcs. Citations are considered on article level. For example, article 1 is cited by 3, along the 3(1 citation path, with article 3 being the source and article 1 being the target of the citation. The latter is said to comprise a 1-gen (direct) citation. In the same manner, 2-gen, 3-gen, …, k-gen citations are defined to be those that target a given (article) indirectly. For example, article 1 is cited by 4 via a 2-gen citation, along the 4(2(1 citation path.
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Figure 1: Citation graph of the hypothetical collection.

Table 1 lists all the citations present in the citation graph of the hypothetical article collection considered.
	Article
	1
	1
	1
	1
	2
	2
	4

	Citation path
	2(1
	3(1
	4(2(1
	5(4(2(1
	3(2
	4(2
	5(4

	Citation type
	1-gen
	1-gen
	2-gen
	3-gen
	1-gen
	1-gen
	1-gen


Table 1:  Citations, paths, and types present in the hypothetical collection

For each one article N, the list of its co-authors is denoted by ALN.  For example, in the hypothetical collection considered: AL5={B,E,F}. Table 3 summarizes on the notation used throughout this paper. 

	Notation
	Meaning

	N
	Article

	N[A,B]
	Article ‘N’ is co-authored by authors ‘A’, and ‘B’

	ALN
	A given article’s authors list. Thus, for  N[A,B]: ALN = {A,B}

	S
	The source article of a given k-gen citation path (k=1,2,…)

	T
	The target article of a given k-gen citation path (k=1,2,…)

	S(…(T
	k-gen citation path : S cites T (k=1,2,…)


Table 2:  Notation used
2.1 Self Citations
Today’s practice is to consider citations at the (cited) article level. In this respect, a self citation is said to occur when the set of co-authors of the cited and citing papers are not disjoint (Snyder and Bonzi, 1998). 

Definition: A k-gen (k=1,2,…) citation path S(… (T represents a self-citation for a given  article T, when author ‘A’ appears in the authors lists of both the target- and source- articles of the citation path considered (i.e. when A 
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 ALT ∩ ALS). 

For example, considering the citation graph of the hypothetical collection shown in Figure 1, 2(1 represents a 1-gen self-citation on article 1, 3(2(1 represents a 2-gen self-citation on article 1, and 5(4(2(1 represents a 3-gen self-citation on article 1.  
2.2 Chords

For the purpose of increasing the granularity of the citation indexing paradigm, the concept of the chord is introduced and it is defined as follows: 

Definition: A k-gen (k=2,…) citation path S(… (T represents a chord for a given article T, when: (a) A 
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 ALT, and (b) the path co-exists with a 1-gen citation path involving the same source (S) and target (T) articles. 

A chord is considered to be important in the citation indexing paradigm for the following reason: the scheme is indicative of an increased probability the target article in question stands in being one of increased impact in promoting science and technology. This is justified by the fact that the source article in question cites the target article both indirectly, and directly. 
2.3 Citations Standings Type Output

Considering the above, the citation standings table of the c2IF algorithm in the proposed cascading citation indexing framework need be one whereby each one row lists the following: (a) the article in question, (b) the number of 1-gen, …, k-gen citations received, (c) the number of 1-gen, …, k-gen self-citations received (s-citations), and (d) the number of 2-chord, 3-chord received. In this respect, the c2IF output for the article collection shown in Figure 1 is presented in Table 3. 
	
	Citations
	Self-citations
	Chords

	Article
	1-gen
	2-gen
	3-gen
	1-gen
	2-gen
	3-gen
	2-chord
	3-chord

	1
	2
	2
	1
	1
	0
	0
	1
	1

	2
	2
	1
	0
	0
	0
	0
	0
	0

	3
	0
	0
	0
	0
	0
	0
	0
	0

	4
	1
	0
	0
	0
	0
	0
	0
	0

	5
	0
	0
	0
	0
	0
	0
	0
	0


Table 3:  Citation Standings Output (for the hypothetical collection)
2.4 Cycles along the citation paths

One would ideally expect that a citation graph does not involve any cycles, since each one citing article is expected to be posterior to the one(s) it cites. Yet, this is not always the case; for example, it is possible for a journal preprint to receive a citation from an article that is published at an earlier date than the cited article. 

3. The c2IF algorithm
The c2IF algorithm runs on top of an RDBMS and consists of three distinct modules: (a) the Citation Paths Module (CPM), (b) the Self-Citations Filter (SCF) and (c) the Citation Standings Module (CSM). Consequently, the computation of the final citation standings output involves three distinct stages. In stage 1, for a given (article) CSM calculates all the citation paths encountered on the way to each and every one citing article. In doing so, the algorithm includes paths that involve cycles. The citation paths are then stored in the RDBMS and they are used in order to be further processed during stage 2. In stage 2, SCF operates on the citation paths and identifies potential self citations up to level k. Next comes stage 3 whereby CSM calculates the total number of 1-gen,2-gen and 3-gen (self-) citations along [image: image1.png]


with the 2-chords and 3-chords.
Figure 2: c2IF algorithm components
c2if{

for each article ai (i = 1..N) in a citations database {



// Step 1



create all citation paths cj  (j = 1..aiM) with a as target up to depth=k;



// Step 2



for each citation path cj identified {




tag/remove self-citations and obtain the filtered citation path fcj



}



// Step 3



using all filtered citation paths fcj identified {




compute citation standings for ai;



} 

}

Figure 3: c2IF algorithm 
3.1 Citation Paths Module (CPM)
During the first step of the algorithm, the CPM is responsible for the creation of the citation paths up to the pre-specified depth k (in our case k=3). We assume that the given database includes direct citations data and that the citing articles are also present in the dataset (i.e., we have a closed system). Citation paths including articles not present in the given dataset cannot be traced and are omitted from the output of our algorithm. The CPM assumes that citation data are given in the form of a relational table where each row corresponds to a direct (1-gen) citation from one article to another. We name this table Citations Table. In the simplest case the Citations Table is consisted of two fields: CitingArticle and CitedArticle, both referring to a unique article identifier (i.e. DOI).

The CPM takes as input the Citations Table and produces a new table containing the Citation Paths up to the specified depth k. This is the most critical part of our algorithm in terms of performance and time to compute since the amount of data grows exponentially as k increases. For optimization purposes and due to the enormous amount of data involved we implemented this module entirely with SQL.

After this initial step, our algorithm produces the Citation Paths table (Table 1) which is a relational representation of the citation graph up to depth=k. 

3.2 Self Citation Filter (SCF)

SCF is applied on the Citation Paths table during step 2, aiming at identifying potential self-citations up to level k. Paths that comprise self-citations for each article examined are marked as such in the Citation Paths table using an additional binary field in each row. Since citations are considered on article level simple author name comparison is used. For each k-gen citation in the Citation Paths table, SCF queries the database and checks if the author list of the cited article and the author list of the citing article are disjoint. If not then the examined citation path is considered as a k-gen self-citation and is marked so in the Citation Paths table. The SCF module is also able to identify and remove cycles present in the citations paths. 

3.3 Citation Standings Module (CSM)

After having identified the self-citations, the CSM constructs the Citation Standings table in the form presented in Table 4. The module counts for each article in the database the total number of 1-gen, 2-gen,…,k-gen (self-) citations recorded in the Citations Paths table and adds a single row per article in the Citation Standings table. 

4. Experimental results

To test our algorithm, we used six years of citations data (1999-2005) from the ISI Science Citation Index Expanded (ISI SCIE) made available from Thomson Scientific, along the lines of the Cascading Citations Analysis Project (C-CAP). The dataset included 7,364,211 research article records involving 165,822,522 citation instances. Following the data cleaning/preparation stage, 35,503,513 citation instances identified to satisfy the requirement that the cited articles are present in the dataset considered. We decided to calculate all the direct and indirect citations for the above dataset, taking into consideration citation results up to level k=3, i.e. up to 3-gen (self-) citations. The experiment was conducted on a 2.4 Ghz Quad Core Intel workstation with 4Gb of RAM, 750Gb of hard drive running Windows XP Professional. The RDBMS used was IBM DB2 v.8.1.9.710.

For the provided dataset the algorithm initially identified 35,503,513 1-gen citations, 291,238,196 2-gen citations and 1,164,952,784 3-gen citations including cycles and self-citations. After tagging/removing the self-citations and cycles, the algorithm constructed the Citation Standings table from which the top-20 articles are shown in Table 4. (Because of the small number of self-citations the 1-gen, 2-gen and 3-gen self-citations columns of the Citation Standings table are omitted.)
	Rank#
	 Article
	1-GEN
	2-GEN
	3-GEN
	2-CHORD
	3-CHORD
	YEAR

	1
	Mechanisms of disease …
	4894
	69820
	451133
	13884
	66552
	1999

	2
	Initial sequencing and…
	4192
	63156
	335778
	9417
	48973
	2001

	3
	The Protein Data Ban…
	3572
	30439
	148106
	4521
	12337
	2000

	4
	Executive summary o…
	3368
	28030
	54060
	7100
	10034
	2001

	5
	The sequence of the …
	3274
	53920
	320298
	4824
	25792
	2001

	6
	The hallmarks of can…
	2600
	44145
	272552
	4057
	15728
	2000

	7
	Risks and benefits of…
	2504
	14517
	25073
	4899
	7002
	2002

	8
	Review of Particle Ph…
	2322
	28691
	270274
	3579
	14191
	2000

	9
	Duplexes of 21-nucle…
	2180
	44114
	383049
	13783
	122172
	2001

	10
	The genome sequen…
	2081
	49262
	513304
	4325
	31816
	2000

	11
	Effects of an angiote…
	2026
	26918
	98521
	4311
	8906
	2000

	12
	Molecular classificati…
	2024
	41169
	305329
	8637
	35014
	1999

	13
	Large mass hierarch…
	1993
	29041
	282900
	14569
	117633
	1999

	14
	Review of particle ph…
	1979
	14559
	34221
	4579
	9552
	2002

	15
	MEGA2: molecular e…
	1976
	7590
	11130
	705
	519
	2002

	16
	Distinct types of diffu…
	1942
	39094
	271815
	6975
	24730
	2000

	17
	First-year Wilkinson …
	1932
	12024
	29991
	6051
	18793
	2003

	18
	An alternative to  co …
	1923
	27891
	249184
	14313
	111961
	1999

	19
	SIR97: a new  tool  f…
	1922
	6321
	20041
	808
	870
	1999

	20
	Measurements of  O…
	1886
	30993
	287378
	11380
	84383
	1999


Table 4:  Citation Standings table for the top-20 highly cited articles sorted by 1-gen

The entries in Table 4 are sorted first by the 1-gen, then by the 2-gen, and then by the 3-gen value. The Year column values were entered manually while the Rank column is used to simplify our reference to the results. Commenting on the data of Table 4, one easily notes that article ranked 5th with regard to 1-gen citations, has almost twice 2-gen and 3-gen citations compared to article ranked 3rd despite the fact article ranked 5th was published one year after. Also, article ranked 10th appears to have received 62,000 more 3-gen citations than article ranked 1st. The way citations are rated, the authors of the 1st article are a clear winner over the authors of the 10th article for having obtained 4894 next to 2081 1-gen citations. 
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Figure 4 provides a concise view on how 2-gen, and 3-gen citations go for the top 20 articles in the Thomson ISI database. On the horizontal axis, the 20 articles are encoded in accordance with their ranked position in the output. The vertical axis lists the number of citations made. Observing the graph in Fig. 4, one can easily identify the articles that fall behind in the number of 2-gen and 3-gen citations obtained: they are the ones labelled as numbers 3, 4, 7, 11, 14, 15, 17, 19. This one alone not being a reason for reaching a conclusion on the impact a publication has made in promoting science, the information obtained may probably be utilized for the publications that represent the peaks in Fig 4 to be given more credit for the research interest they have triggered.

In an analogous approach Figure 5 provides a concise view on how 2-chord, and 3-chord citations go for the top 20 articles. Observing the graph in Fig. 5, one can easily identify the articles that seem to have spurred the scientific interest in their field by the number of 2-chord and 3-chord citations obtained: they are the ones labelled as numbers 1, 9, 13, 18, 20. The fact that articles 9, 13, 18 and 20 have received a significant amount of 3-chords implies that these articles have contributed a lot in their scientific field because too many scientists cite them both directly and indirectly. This implies that the 2-chord/3-chord values comprise an even more accurate metric indicating high quality in scientific work.
5. Conclusions
A set of c2IF results on real data obtained is indicative of the usefulness of the information obtained by implementing the new cascading citations indexing framework. One possible future improvement is the design and development of a weighted variation of the c2IF algorithm. The scheme is expected to make possible the calculation of a single value reflecting the impact/contribution each one actor represents in the context of the citation data ‘space’: an actor being an (article, author) pair, an individual article, an author, or a hosting journal. In addition to the calculation of a single impact factor metric, the granularity of the cascading citation indexing paradigm data content facilitates effective analytical processing of the data mining type to be conducted, in order to identify regions of increased research activity, as well as interesting trends in the citations data ‘space’.
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Figure 4: Top 20 2-gen and 3-gen citations





Figure 5: Top 20 2-chord and 3-chord citations
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